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The Fundamental Concept
When we first started to automate biometric identity verification, an expedient means of
matching a reference biometric against a live sample was to determine a quantifiable
measure for the reference, and then undertake exactly the same procedure with the live
sample, in order to be able to compare the two measures for likeness. The degree of likeness,
and thus the classification of the transaction as either a match or non-match, would be
determined by a score against a fixed threshold. In simple terms, if the live sample returned a
measure above X, then it was regarded as a match, if it returned a measure below X, it was
regarded as a non-match, X representing a value at which the threshold was set.

The majority of biometric systems entering the market had an adjustable threshold setting
which could be configured by a commissioning engineer during installation. Depending
upon where the threshold was set, the system could be biased towards a lesser likelihood of
false matches, or a lesser likelihood of false non-matches. Consequently, in a high security
installation, the system could be configured to give a very low instance of false matches, at
the expense of a higher incidence of false non-matches. Alternatively, an implementation
that required fast throughput with a high number of users within a system where usability
was considered more important than ultimate security, might be configured towards the other
extreme. Theoretical performance of such systems was often quoted in terms of accuracy
according to the likelihood of false matches and false non-matches, with an equal error rate
sometimes quoted as well - however, it should be acknowledged that such stipulated
performance was often purely theoretical and took no account of real life variables.

Curiously, this concept of having an arbitrary threshold level, usually configurable at the
time of installation, but not always, remains a feature of many contemporary systems, even
though such an approach has various shortcomings, as will be discussed in this document.
Consequently, our assumptions as to whether a biometric has been successfully matched
against a reference, or otherwise, are often based upon matching criteria with which we may
not be fully conversant, unless we installed and commissioned the system personally. Even
then, we may not understand what a given threshold setting actually means with respect to
the proportionality of matched features or minutiae.

Attendant Issues
The are several issues with respect to the use of fixed threshold levels. Primary among these
is the lack of flexibility with respect to individual nodes and individual users. A system wide
arbitrarily fixed threshold will always represent a compromise as it will not be able to
account for real world variations. The result will be that, from node to node, our assumptions
about the probability of false matches or false non-matches will be unsound. It may be
perfectly possible for an impostor to defeat the system at specific points of presence if the
threshold has been set at a level in order to not realise too many false non-matches across the
system. Of course, if false matches occur, you will typically remain unaware of them.
Determined fraudsters will probe and exploit such weaknesses. While it is true that some
biometric techniques are better than others in this respect, none are perfect.

Another major issue lies with the inherent variability of the enrolment process, whereby
reference templates may vary considerably with respect to their overall quality. With some
systems, a measure of template quality is available and it may be possible to reject a given
enrolment and repeat the procedure until a satisfactory quality level is reached. However,
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this is by no means the norm. Typically, within a large user population, there will exist a
degree of variation among enrolled templates with respect to template quality. This natural
variation may be slight or pronounced, according to the detail of the registration process, the
experience of the attending officers and other local factors. Furthermore, the degree of
variation may differ markedly between operating agencies. A fixed matching threshold used
with all these templates will naturally yield equally varying results. The response is often to
decrease the threshold until an acceptable level of false non-matches is being realised. This
is not an ideal situation.

Understanding Variables
We have already identified one variable, that of reference template quality, which may affect
the consistency of reliable operation. There are many others (indeed, the threshold setting
itself is such a variable). At a given point of presence, or node, variables include the
reliability of the underlying infrastructure (affecting factors such as operational speed, the
likelihood of data corruption and so on), the operational environment (including factors such
as temperature, relative humidity, ambient light and reflected light), technical configuration
and maintenance (including the adjustment of imaging devices, the cleanliness of sensors,
relative software patches and connectivity), and others. In addition, the situation is further
compounded by operational human related factors such as density (the number of users
present in the area in turn affects the environment), population profile (factors such as
average age, genetic background, habituation and so on), user psychology (factors such as
attitude, intent, illness and distraction) and others. Together, these variables conspire to
affect realised performance at the node in question. At other nodes on the system, the
situation may be subtly different. From this reality, we can readily appreciate that a fixed
threshold with which every live sample will be matched against the reference template, will
be difficult to position at an optimum level as a result of these natural variations.
Consequently, as already suggested, there will be a tendency to lower the threshold to a
point which provides the least operational disruption. This usually means allowing the
majority of transactions to match, even if the live sample differed significantly from the
reference template in some cases. Such a situation invites incidence of false match, which
will typically remain undetected.

An Alternative Approach
Some of the aforementioned variables remain variables, whatever approach we take to
matching live samples against reference templates. However, we might alleviate the issue of
a fixed threshold against varying template quality by taking a slightly different approach to
matching. For example, instead of fixing an arbitrary threshold level, above which every
transaction will be considered a match and below which a non-match, we could base the
matching criteria upon the reference template itself. Having extracted a quantifiable measure
of quality from the template in question, we can simply apply a matching range, within
whose bounds a transaction will be considered a match. Now, we shall effectively be saying
that the live sample must match the reference within a measure of plus or minus X. Because
the precise matching range defined by X and the reference are inextricably linked, we
automatically account for the variations in quality between individual templates.
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This is a much more realistic approach. Furthermore, such a methodology may be configured
to yield more accurate results as the matching bounds may be kept within much smaller
limits if required. This is feasible as we no longer have to account for the variability within
the entire population, we are simply matching against the defined quality of an individual
template. No doubt some systems are already following an approach somewhere along these
lines. However, it is worth ascertaining this if we are to understand what level of confidence
we can have with respect to the outcome of a given matching transaction. If we are unaware
of the matching methodology employed, how it has been configured and against what
criteria, then we are somewhat ill-informed as to our appreciation of what the biometric
check is actually telling us. Furthermore, if the transactions in question originate from
multiple sources, using reference templates which, themselves originate from multiple
sources, then the situation is exacerbated. Consequently, assumptions made in this context
may not be as sound as we suppose.

Moving Forwards
We need to encourage more transparency in the way systems are described as to the detail of
their biometric matching operation. We also need to strive for a more granular configuration
that enables us to make pertinent adjustments, preferably from a centralised location, in
order to match our biometric identity verification function to the realities of operation. Much
of this is to do with standards, or rather the absence of standards, with respect to biometric
systems design. Many years ago, the BANTAM (Biometric and Token Technology
Application Modelling Language) and BOI (Biometric Operability Index) paved the way for
a uniform approach to systems design and a common understanding of performance. It is
perhaps time to rekindle this flame and establish a more common methodology.

The situation described is becoming increasingly pertinent as we share related information
and make assumptions with respect to transactions. Furthermore, automated correlation and
the inferences drawn from such correlation will be limited in their value in proportion to the
confidence we may have in the results of biometric matching transactions. We therefore
need to understand what a biometric matching transaction is really telling us. For this
understanding, we need to know the detail of the matching methodology employed. When
dealing with multiple systems, we also need to understand the situation with each system,
including details of its configuration. A key part of this is to understand how the matching
threshold has been set, or what other criteria are applied to the matching process.

A harmonisation of the matching methodology employed across systems would also be most
useful. In this respect, the alternative approach described herein may be recommended as a
candidate methodology.




