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Biometrics ~ Infrastructures and Architectures
The current resurgence of interest in biometrics, driven partly by the mobile world
and the payments industry, will no doubt inform and generate a rash of new products
and ideas. The bulk of this thinking will be around specific biometric techniques or
the integration of biometrics into a specific product. The assumption will be that the
inclusion of a biometric will provide proof of identity. Over the past decade or so, we
have seen a similar wave of interest with respect to the use of biometrics within
border control scenarios and in conjunction with associated documents such as
passports and identity cards, the assumption also being that the biometric provides
proof of identity. However, even now, such assumptions remain largely unqualified.
In fact, a biometric does not provide proof of identity. It simply aligns an individual
with a documented identity which may or may not be correct. From a law
enforcement perspective, one might argue that this in itself is of less importance,
providing it provides the means to trace an individual. But even this assumption is
not necessarily qualified. From an entitlement perspective, one might counter argue
that it is indeed important that the aligned identity is correct. Similarly, from a legal
perspective, we need to understand what a biometric identity verification transaction
is actually telling us. This is as much to do with process as it is to do with technology
and, in both cases, the assumptions made often have little scientific foundation.

Part of the problem is that, after a quarter of a century of practical implementation,
certain key factors remain misunderstood by implementing agencies and, in many
cases, technology suppliers (of course, we have been using biometrics for identity
verification purposes since ancient times, but we refer here to automated techniques
enabled by electronics). These factors may loosely be grouped into two areas. Firstly,
the in depth understanding of technical concepts such as the way transducers are
working and the details of associated matching algorithms and, secondly, the
implementation of such techniques within a broader operational infrastructure. In
both cases, it seems that implementing agencies vary in their understanding of these
factors, often relying upon technology suppliers to establish operational
configurations on their behalf. The objective of technology suppliers is of course to
sell systems and services, and not necessarily to provide intelligently conceived
applications, aligned with a deeper understanding of operations. The situation is
further confused by the inevitable layer of politics which often becomes interwoven
with practical implementations of biometric technology. The overall result is that
assumptions around the efficacy of biometric technology remain unqualified in many
instances.

It is time for a new wave of understanding around biometrics, interwoven with
context, a deeper technical understanding and a more transparent portrayal of intent
with regard to implemented systems. There are various tools available to support
such an initiative, together with various new ideas which may easily be embraced,
some of which shall be discussed within this article. The objective being to stimulate
new thinking and discussion among both technology suppliers, systems integrators
and implementing agencies. This article will initiate such a discussion with an
inaugural focus upon the following factors:

1. Matching algorithms - is there a better approach?

2. Equivalence of performance across operational nodes

3. Overall systems integration and security
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4. Governance

5. Legal and regulatory factors

6. Futures

It is acknowledged that this is not an exhaustive list of factors which could usefully be
revisited and addressed, but it does offer a starting point for future deliberation.
Furthermore, from such a discussion, additional issues may arise, whose resolution
might usefully further the cause of the responsible use of biometrics and related
technologies.

1. Matching algorithms - is there a better approach?
When electronic biometric devices were first being considered, the concept of
managing a live biometric sample against a stored reference according to a matching
algorithm set against a defined threshold seemed entirely reasonable. Similarly, for
off-line matching, such as within the various AFIS (Automatic Fingerprint
Identification Systems) systems in use, it seemed like a logical approach (although
the requirements were subtly different). However, when we consider larger scale
systems, with potentially huge user bases and multiple points of presence, the
concept of a fixed matching threshold may not prove as efficacious as we might have
hoped (as, indeed, has proved to be the case in various large scale implementations) .
There are various reasons for this, many of which, perhaps ironically, stem from the
inherent individuality of humans.

The problem is that, in setting a fixed threshold level, we enforce a ‘one size fits all’
approach when, in fact, one size very clearly does not fit all. Consequently, in many
applications, the threshold is lowered in the interests of lower error rates. This, in
turn, increases the possibility for false positives which, in most cases will go
undetected in automated systems. If we take this thinking back to the registration
process, we have differences in the processes in place for different agencies or
applications. Then we have differences between individual registration stations, their
particular operational personnel and the detailed configuration of the systems in use.
This is before we even introduce the variability between individuals. The latter
includes variables of age, gender, relative wellbeing and, of course, understanding of
the process. The consequence is that the inherent quality of the registered reference
template will be variable, probably to a significant degree. At the point of the
biometric identity verification transaction, we shall inevitably introduce a brace of
additional variables associated with the capture of the live biometric. With a user
base counted in tens, this phenomenon would be real enough. With a user base of
tens of thousands, or hundreds of thousands the same phenomenon may become an
operational problem, depending upon the objectives of the system at hand. If
considered logically, it is unreasonable to expect such a potentially large gamut of
variation to be easily managed and controlled via a fixed matching threshold.
Wherever we set this threshold, we shall find some individuals who constantly
struggle with the process and others who seem not to have a problem. There will also
be those who seek to exploit a poorly configured automated system (where the
threshold has been relaxed) for their own purposes, knowing full well that false
positives will almost certainly go unnoticed. The fundamental issue with such an
approach is that the arbitrarily set matching threshold is unrelated to the individual
reference template and, consequently, depending upon where it is set, may represent
an unattainable target for some users. What is needed is a methodology whereby the
threshold implemented at the time of the transaction is directly related to the
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reference template being presented and, therefore, more closely aligned with the
individual providing the live sample.

The Proximity Matching Method (PMM) as previously conceived and documented by
the author, addresses this issue by relating the matching threshold directly to the
quality of the reference template. Depending upon how the matching algorithm is
actually working (for example whether literal pattern matching or feature extraction /
matching) it will be possible to evaluate the reference template immediately after
creation for relative quality (i.e., number of discernible features, resolution etc.) and
assign to it a score based upon an accepted and published scale. This score would
then be stored with the reference template and retrieved at the time of verification in
order to adjust the threshold in alignment with the actual reference being presented.
This has two significant benefits. Firstly, the matching process may be configured to
be much more accurate, thereby reducing errors. Secondly, as the matching process is
now aligned closely with the reference and the individual, the process will be more
reliable and, consequently, easier for the individual who will also experience fewer
errors. While this description of PMM is necessarily at a high level for inclusion in
this article, the concept has been successfully modelled in software and found to offer
both reliability and accuracy beyond conventional fixed threshold methodologies. As
such, it surely represents a useful way forwards, both technically and operationally.
In addition, this closer alignment with the individual has benefits associated with
user perception, as individuals will generally feel more secure in relation to the
possibility of the fraudulent use of their particular biometric. Furthermore, if the
process is properly explained at the time of registration, they are more likely to strive
to create a high quality reference template. In all respects, the PMM methodology is
considered to represent a better approach to one to one biometric identity
verification. It may also be used for off line one to many checks where it will reduce
the number of possible matches and thus facilitate a more accurate and faster result.

2. Equivalence of performance across operational nodes
Another factor which remains inadequately understood in relation to its operational
significance, is the equivalence of realised performance across operational nodes. An
application and associated system will typically consist of a number of operational
nodes or points of presence where the automated biometric identity verification
transaction will take place. These nodes may be turnstiles or kiosks at a border
crossing point, in an airport or train station, access control points within a building
complex, or even computer devices attaching themselves to a network. In each case,
there will be an overall objective for the broader application in terms of the accuracy
or strength of the matching process. For this objective to be met, each node on the
system must deliver an equivalent performance. If this is not the case, then not only
will the overall objective be compromised, but the likelihood is that the operating
agency will have no idea that this has been the case. Actually, this is the case for the
majority of implemented systems which have no methodology for maintaining
equivalence across operational nodes. Indeed, with respect to many large scale
systems, the various nodes may well have been installed and commissioned by
different third party teams contracted for the purpose. Each commissioning engineer
will have configured and activated the node in question according to either a
published script or his own ideas of how it should be established. As long as the
installed system gives the appearance of working, then everyone will be happy. A
typical scenario with such systems is that, if the operating agency perceives an
unacceptable rate of errors, the team maintaining the system (whether first or third



Page 4 of 10

party) will be instructed to adjust it for fewer errors. This, in most cases, will mean
lowering the matching threshold, thus compromising the security of the system with
respect to the probability of false positives. Furthermore, over time, it is likely that
individual nodes will be randomly adjusted, no doubt with the best intentions,
resulting in an overall infrastructure that has little uniformity and absolutely no
maintained equivalence of realised performance. The result is that the operating
agency will have no idea of how individual nodes are configured or of how the system
as a whole is performing. It may be that the user experience is quite different at
different nodes, due to this inconsistency of configuration (a factor which will be
quickly exploited by those with an inclination to do so). However, if asked, the
operating agency will be unable to demonstrate an equivalence of performance across
nodes. Nor will they be able to provide an indication of overall realised systems
performance.

A decade or so ago, in realisation of this issue, a methodology was conceived to enable
an automated maintenance of equivalence of realised (as opposed to theoretical)
performance across operational nodes. The concept was modelled and tested in
software and found to be very effective. Consequently, a complete software suite was
built, to encompass server, client and biometric device integration. In addition to
providing an automated equivalence of realised performance across nodes, this
system also provided centralised monitoring and control of all operational nodes,
whether situated in the same building, the same town, the same state or the same
country (or even internationally if desired). It additionally provided alerts for any
node found to be malfunctioning, a comprehensive audit and reporting system and a
means to instantly adjust the desired performance criteria across the entire
application, enabling the system to quickly and automatically adjust as appropriate.
This latter function enabled the performance of the entire system to be increased or
relaxed according to the prevailing situation, such as a period of high alert for
example. This system, named APEX, was intuitive in use and easily deployed. It was
made freely available to government agencies in the interests of the common good.
However, it seems that, at the time, not many understood the significance of this
issue and were happy to simply accept whatever the technology supplier or
management consultancy provided, without understanding the operational detail of
what was being supplied. While a degree of standardisation has been realised in other
areas, in respect of token and document reading for example, this fundamental issue
of equivalence remains. Perhaps it is time to revisit the situation and to incorporate
some of the principles that the APEX system embodied into contemporary designs.
Certainly, the requirement remains and, to the knowledge of the author, no other
system provides such a centralised control and automated equivalence of
performance. Indeed, the situation will be somewhat exacerbated as a result in the
interest in mobile device usage and biometrics, or indeed, anywhere where an
automated biometric check is envisaged, whether in relation to the presentation of a
document or token or in isolation.

3. Overall systems integration and security
Whatever the detail of the biometric identity verification mechanism employed, the
methodology will need to be incorporated into a broader system or application. This
means that the functionality of the biometric matching transaction is necessarily
interwoven with other systems and software, from the underlying operating systems
and network to the application which receives the match or non match information
and which implements a decision based upon that information. Consequently, in
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terms of overall systems integrity and security, we must consider this broader
environment as the application will only be as secure and resilient as its weakest link.
For example, if the binary match or non match data which is sent from the biometric
matching engine to the next part of the system may be intercepted and manipulated,
then the overall system will be flawed as a significant risk would have been
introduced. Similarly, if the database that is storing operational transactions is
compromised, then the associated operational intelligence will be flawed. If system
logs are deleted or manipulated, then the audit trail will have been destroyed. One
could continue, but the point is made that an application which features biometric
identity verification is necessarily more complex than the biometric matching engine
and capture equipment and that, consequently, care should be exercised in the design
of the whole, end to end system. This is true from both a practical operability,
usability and security perspective. In addition, the associated operational processes
should be designed and documented with equal care and attention to detail. In short,
the application should be conceived, designed, implemented and managed as a
whole, end to end system, integrating software, hardware, operational process and
governance. We should also consider ongoing maintenance within this broader
vision.

This is particularly important with respect to data management and communications.
It is likely that, in many scenarios, a remote database is used, either to store
transactions, to perform off-line checking or, in some cases to retrieve a biometric
sample. It follows that the associated data should be secured. But how is this
undertaken from the database perspective? Data at rest (i.e., within the database) is
easily encrypted, but does this encryption extend to the communication between the
database server and remote client? Where exactly does decryption take place and
upon what operational conditions? Who has access to static data and why? How are
these permissions controlled? And what about data over wireless links? If a PKI
(Public Key Infrastructure) is employed, how exactly is this managed? Who manages
data backup and recovery and where is this data stored? Who has access to it and
why? Just thinking about the data flows within a typical application poses a number
of such questions which need to be carefully considered, even before we get to data
management. In respect to the latter, there are a raft of issues around data access,
related processes, permissions and accountability which also require our careful
consideration.

Another systems related factor is accessibility to the biometric capture devices or
operational nodes. In most cases, there is a master threshold setting which may or
may not be easily accessible. There may also be a raft of additional calibration and
configuration options which may or may not be readily accessible, except perhaps to a
systems engineer. If the biometric capture device is integrated into some sort of kiosk
or automated barrier, then these devices will also have configuration options which
may need to be accessible from time to time, but how is this achieved? As an integral
part of application design, all of the configuration settings and calibration options
appertaining to a specific operational node, including all of the equipment and
interfaces associated with that node, should be aggregated and made available via a
service portal. This portal should be accessible for all nodes from a central location
(as is the case with the APEX system) with access controlled accordingly. All changes
to configuration should be logged and these logs sent to a central repository where
they are secured for audit trail purposes. It is curious that, with many implemented
systems, this level of control is conspicuous by its absence. It may be that a generic
portal, like the APEX example, could be provided with which to monitor and
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maintain nodes according to a defined operational standard.

The point has been usefully made in this section that any application which
incorporates biometric identity verification techniques should be designed as an end
to end holistic entity and not with the biometric functionality bolted on as an after
thought. Indeed, this extends to organisational policy and operational process, all of
which should be considered at the time of application design and aligned with the
supporting technical architecture. Actually, this is easily achieved if approached in
the right way. If neglected, then the implemented system will be, at best, a
compromise and will be unlikely to achieve its potential. Furthermore, vulnerabilities
may be introduced which could threaten the operational integrity of the system. The
implementing agency may remain unaware of these vulnerabilities, until of course
they are faced with a serious breach of information integrity or a compromised
system. We need to stop thinking of biometric systems as a bolt on commodity and
start to take a wider view of the case for biometric identity verification within broader
systems architectures. Policy and operational process should be an integral
component of these architectures.

4. Governance
In order to achieve a satisfactory level of overall governance, one must have a suitably
broad and extensive view of the overall situation. This perspective should extend all
the way from the originally conceived idea, through application design, operational
modelling and on to implementation and support, while encompassing every factor of
technical and non technical operation. In our contemporary IT driven world, many
organisations are finding this increasingly difficult and often turn to out sourcing as a
possible solution. In reality, such an approach often results in a deferment of
responsibility and a generally sub standard level of strategic operation. But this need
not be the case. If one approaches the situation with a clear methodology and well
defined objectives, then a high level of practical governance may be achieved. The
need for such a governance in relation to the use of biometrics was recognised around
twenty years ago, when the BANTAM methodology was first introduced. Initially, the
objective was to produce an application modelling language that could serve to bring
some consistency to biometrics system design and documentation. This was achieved
and BANTAM continued to provide a complete life cycle methodology, encompassing
project scoping and management, application design, application maintenance and
support for procurement, including standard templates for RFIs and RFPs, ensuring
that the right questions were asked. In fact, BANTAM provided a complete
documentation set, with a structured set of documents which enabled the progressive
drilling down to the finest detail of design. The beauty of such an approach is that the
same documentation may be used for training purposes and for systems
maintenance. As every document has a unique reference, the broader scenario is
easily managed.

If an agency or organisation is managing multiple projects or even a single large scale
project, then governance needs to be managed in a systematic manner with
comprehensive auditing and reporting capabilities. BANTAM also provides a project
management software application which may be used to manage all the BANTAM
documentation while providing full reporting facilities in an intuitive manner. It
further provides for supplier management, including cost management and invoicing
and an associated directory. The BANTAM Program Manager software can also
accommodate multiple projects with reporting across them, thus providing a global
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view for large scale implementing agencies. If used in conjunction with the modelling
language and associated document set, it provides a complete methodology for
managing everything in one place. Unusually perhaps, the BANTAM methodology,
including the project management software and all the templates, is freely available
to implementing agencies and university departments, who may also use it for
educational purposes. An extension is planned for BANTAM which will render it
pertinent to wider IT related projects, including PKI management, cloud and mobile
architectures and more. This will be reviewed later this year.

A methodology (BANTAM) has been described which supports comprehensive
governance for applications which incorporate biometric identity verification. It is
proven, freely available and highly recommended. However, implementing agencies
may have their own governance methods and associated policies. The precise
methodology is not important, so long as all the required functionality has been
properly considered and provided for. This should include a standardised application
modelling method, a standardised hierarchical document set, standard documents
for procurement purposes and a proven project management methodology with full
reporting facilities. In addition, such a methodology should encompass policy and
operational process, extending into areas of training and ongoing systems
maintenance. The provision of such a methodology can make a significant difference
to the efficacy with which a given programme is designed, implemented and
managed. Consequently, it can also provide significant cost savings in this respect.

In order to inform both policy and practical implementation, there are two other
documents which should be integrated with governance. They are The Biometrics
Constitution and The Biometrics Charter Document. The Biometrics Constitution sets
out a framework within which a proposed project may be evaluated and planned. It
identifies several areas that should be attended to at the design stage, both in relation
to the technical architecture of a given application, and the associated operational
policies. As such, it represents an excellent starting point for deliberations around
projects of this nature. The Biometrics Charter Document goes further and
documents, for every implementation, full details of application objectives and
ownership, application design, process design, data management, information
management, operational process, personnel and much more. As a standard
document, it introduces both a level of consistency between projects as well as an
invaluable check list to ensure that all relevant matters have been properly
considered. Every project implementation that features biometric identity verification
should have an associated Biometrics Charter Document. Both of these documents
are freely available from the Biometrics Research web resource.

Programme governance would seem an obvious requirement, and yet, it is surprising
how variable such governance can be in practice. Some implementations are tolerably
well governed, some have a smattering of governance but fall down heavily on the
technical side, and some have virtually no governance at all. However, a well
governed application is usually a successful application, particularly from an
operational perspective. It is posited therefore that robust governance should be
embedded at the very start of any related initiative. This section has described how
relatively easily this may be achieved.

5. Legal and regulatory factors
Legal and regulatory factors can become rather complicated when biometrics are
involved. In most administrations, a biometric is considered to be personal data and



Page 8 of 10

is therefore subject to whatever legal framework is in place with respect to personal
data. Privacy and data protection are sensitive areas in this respect and citizens might
be forgiven for expecting that their personal data is protected by law. Of course, in
reality, notwithstanding the legal position, personal data is routinely shared without
the permission of the owner by both government agencies and commercial
institutions. Government agencies might argue that they reserve the right to use
personal information in whatever manner they think fit, often referring to ‘national
security’ for justification. Commercial institutions simply buy and sell personal
information with impunity, knowing that the likelihood of ever being brought to task
for such activity is slight. So where does that leave us? Should we simply abandon any
notion of data protection and privacy under the law? No we should not. The current
situation may be far from ideal, but there are associated laws and legal instruments, it
is the understanding of how they apply in practice which seems currently to be a little
weak, at least within the context of biometrics.

The situation is a little better with regard to more general Information Technology, as
many administrations have established legal frameworks which cover this area. In
addition, there are specific regulatory compliance factors such as HIPAA  (Health
Insurance Portability and Accountability Act), PCI-DSS (Payment Card Industry Data
Security Standards) and others which tend to be enforced, with penalties for
transgressions. Perhaps we should have something similar which specifically
addresses the use of biometrics and personal identity data. This could usefully
introduce minimum standards of both configuration and documentation (as heralded
by The Biometrics Charter Document). Of course, there are ongoing reforms to the
European Data Protection Regulation and we shall see other such activities
elsewhere. Nevertheless, although the current situation is rather messy,
implementing agencies and organisations should comply with in place legislation.

Another interesting factor is the admissibility of biometric data in a court of law.
While there have been cases already one wonders about the context. No doubt much
depends upon who is presenting the case and why. Some situations may be
reasonably clear cut, with the biometric evidence maybe playing a supporting role,
while others may be far more complex. In particular, one wonders about the ability of
disinterested or uninformed jurors to make rational decisions based upon the
assumptions presented to them, including the assumptions around the efficacy of
biometric technology and the typical processes surrounding its use. This is a complex
area which requires specialist expertise, but it is perhaps pertinent to mention it here.
Indeed, one might wonder what this section has to do with the infrastructures and
architectures around biometrics, but, in fact, it is very much a part of the broader
operational and conceptual architecture and should be considered in this vein. Any
application which potentially has a legal aspect, should be aware of the precise legal
position in all of the territories in which the application might be deployed. Indeed,
this applies to almost every application which incorporates biometric identity
verification. It is enough perhaps to mention this here, although implementing
agencies should undertake their own detailed research into this important factor.

6. Futures
Within this paper, a few important factors have been explored which are highly
pertinent to any application which features biometric identity verification. These
factors do not represent an exhaustive list. Indeed. there are others that could
usefully be included within a broader framework of understanding. However, they
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serve to illustrate the importance of developing a proper understanding of biometric
technology if we are to successfully integrate it into operational systems. Some may
posit that, in any event, there already exist a very large number of such systems,
many of them operating upon a large scale and, seemingly, without difficulty, and so
why all the fuss? It is indeed the case that there are many operational systems with,
quite literally, millions of users generating many more millions of transactions.
However, the operational efficacy of such systems is questionable, as are, in some
cases, the objectives behind their implementation. Furthermore, general awareness
around how these systems are actually working, and why they are working in this
way, is poor. It is time to introduce a new era of biometrics expertise, together with
fresh ideas around personal identity verification in general.

The situation is exacerbated by the fast pace of technology innovation and changes to
broader operational infrastructures, including, in some cases, culture change. In
particular, the ongoing mobile revolution and the concept of cloud computing,
together with a propensity towards the outsourcing of services, has resulted in a
shifting operational landscape. This is significant, as we were already facing a rather
mixed situation with regard to the usage of biometrics. Now, we have effectively
opened up a Pandora’s Box of what will be termed as ‘opportunities’ and which will
undoubtedly attract new entrants into the commercial marketplace, some of whom
will have a deeper understanding than others of the intricacies of biometric identity
verification. In the mobile world, we are seeing an increasing number of mobile
phones and other devices which feature integral biometric functionality. In some
cases, this has been well considered, at least as far as a security model for access to
the device in question. However, inevitably, these ‘out of the box’ implementations
will not suit some users and their accuracy will be variable. This reality will not deter
third party application developers from using the mobile device as an identity verifier
in relation to wider applications, via the wireless link. We are already seeing this with
regard to payments, for example. We shall see a much wider application of this
concept, and yet, few will understand what the biometric identity check is actually
telling them. Consequently, the efficacy of these systems and sub systems will not be
universally understood. Users in particular, may have unrealistic assumptions in this
context.

The widespread use of third party infrastructures introduces new challenges for
access control and personal identity verification. There have already been proposals
around using social network personas and other such ideas which are, in themselves,
fundamentally unsound, and yet these serve as an illustration of how people are
thinking. Many like to speak of federated identity and the sharing of credentials and
many more like to promote biometrics as the answer to every problem, although the
problems in question remain ill-defined. One of the issues that will need to be
attended to is the wider understanding of the concept of trust and how this may apply
across boundaries. From a biometric usage perspective, trust in the original
registration process presents an interesting dilemma. Even if we assume that the
biometric identity verification is undertaken in an equivalent manner across
boundaries, without an understanding of the particular registration process (and the
quality of the resulting template) we cannot entertain any equivalence of trust as to
the accuracy of the identity being presented. We also have no equivalence of realised
operational performance. Without some sort of normalisation, right through the
process, from registration and training to token production and on to the final
transaction, our assumptions around the efficacy of biometric identity verification
systems will remain unfounded. Adoption of the Proximity Matching Method, as
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described elsewhere in this paper, alleviates some of these issues and would thus be
particularly pertinent to the use of biometrics across operational boundaries.
However, there remains much to achieve if we wish to realise a seamless and
trustworthy method of using biometrics across these infrastructural boundaries. We
need a framework of understanding to which all may subscribe and which is
developed within a non-commercial and non-political environment. This framework
may include technical innovation as well as sound governance principles and ongoing
guidance. It would be the right time to establish such a framework, in order to usher
in a new era in the field of biometrics, or, as the author has previously quipped, a new
deal for biometrics. We have passed through the technical interest stage. We have
passed through the initial implementation stage. We have passed through the
political manipulation stage. It is time for us to regroup and to take a fresh look at the
concept of personal identity verification, the concept of trust and the technical detail
behind systems which provide identity verification services, including the use of
biometrics. Actually, we are in a good position to do this. As has been demonstrated
within this paper, there are no shortage of new ideas and fresh thinking around such
matters, and we now have the benefit of a good deal of hindsight with respect to real
world applications. We have it within our grasp to put the whole concept of identity
management onto a firmer footing, if we have the will to do so. The author is the
custodian of a clear vision in this context and would welcome the views of others who
understand why this area is, at this juncture especially, so important.


