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Forensic Biometrics
The use of biometrics and associated infrastructures from a forensic perspective

By Julian Ashbourn

Introduction

Within our ever-changing technological world it is natural that, as interesting
technologies come along, we consider how we might use them with respect to
existing processes. From a specific digital forensics perspective, it is equally
natural, if not essential, that any new Information Technology is incorporated
into our broader understanding. However, in some cases, the methodology
involved may not immediately be clear. Biometric identity verification
technology may be a case in point. We have an understanding that biometrics
can provide a relatively robust first or second factor personal identity
authentication mechanism, but how might this help us from a digital forensics
perspective? In this paper we shall review the biometric situation and posit
some ideas and suggestions accordingly.

Precedents in law enforcement

We are all familiar with the concept of fingerprints from a law enforcement
perspective. In the early days, using perhaps the Galton and Henry system and
careful manual matching by trained specialists, this represented a step change
in criminal identification techniques. These days, the scale is of course quite
different, with many millions of fingerprint sets on record in both criminal and
civil databases. Such a transition, powered by the advent of computer
technology, has seen the introduction of Automated Fingerprint Identification
Systems (AFIS) which can run a matching algorithm against a database of
records in a tiny fraction of the time that it would take to undertake the same
process manually, although human verification of any returned matches would
still be highly appropriate in many cases. Such capabilities have also served to
alter the way in which fingerprints are collected and used. These days, it is not
just criminals who have their fingerprints recorded, but also law abiding
citizens. Some might see this as criminalising the innocent, others as simply an
inevitable consequence of contemporary life. In any event, it is now possible to
undertake fingerprint checks under a variety of scenarios, many of which have
no direct connection with law enforcement, although law enforcement will take
an interest in such matters. Furthermore, it is not just a question of collecting
fingerprints at the scene of a crime. With the advent of cyber-crime and many
variations of civil fraud, the ability to utilise fingerprints, or other biometrics,
in relation to everyday transactions has become a reality. Actually, this is
nothing new. Ancient civilisations used similar concepts, albeit with different
implementation techniques.
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Defining a biometric match

A key question in all scenarios, is what constitutes a biometric match? In the
early days of automated biometrics, facilitated initially via electronics and later
by the computer revolution, there was a good deal of misinformation around
the accuracy of commercially available biometric products. Claims of perfectly
matching an individual with a reference biometric were a little optimistic to say
the least, and yet many formed such an impression. It is pertinent within this
text therefore to revisit the biometric matching process and understand what is
actually taking place.

A key to robust operational performance is the biometric enrolment process. A
good quality reference template can make a significant difference in this
respect and the quality of templates may vary for a variety of reasons, some
technical, some more related to human factors. Having obtained a reasonable
reference template, let us assume that this is stored securely, either on a
portable token, within a reference database or both, and that the template has
not become corrupted in any way. This template, in the majority of cases, will
consist of a digital code of some kind, representing the characteristics of the
original biometric trait. In some cases, it may simply be an image, such as the
image of a face of fingerprint. In either case, when a live biometric is captured
in order to facilitate a match, the live sample is compared with this digital code
or image. If the reference biometric is stored as a digital code, an equivalent
code will be generated from the live sample and the two codes compared as to
their degree of likeness. If the reference template is simply an image, then
various techniques may be employed, from straight pattern matching by grey
scale to the identification of certain features by coordinates. In any event, we
shall effectively be matching one set of digital information against another set
of digital information and comparing the degree of likeness. The match will
never be entirely accurate, it will be a question of how close the two samples
are, according to a pre-defined definition of what constitutes a match, as
opposed to a non-match.

A key point to bear in mind here, is that we are not confirming that the
individual in question is ‘Charlie Brown’, but simply confirming that two sets of
data are somewhat alike. Who the data represents is another question entirely
and is a process of robust registration procedures and database management,
not a biometric match. It is surprising how many people miss this fundamental
point. There are no doubt a great number of fraudulent identities, confirmed
by biometric matching in everyday transactions, as a result.

The significance of threshold levels

The threshold level determines at what point we consider two sets of biometric
information to match or mis-match. In most systems, this threshold is
adjustable, either by the implementing agency or by the engineering support
function. Consequently, the biometric matching process may effectively be
enhanced or relaxed according to the dictates of the application at hand. An
application with a focus upon usability may prefer a relaxed configuration,
while one with a focus upon security may prefer a more rigorous configuration.
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It follows that the confidence we may entertain towards a matching result may
be more or less according to this threshold setting. A weak setting may actually
provide little confidence as to the matching result. The question is, do we
understand how the threshold is configured in relation to a specific
transaction? Or even in relation to a specific node or point of presence?
Without such an understanding, our interpretation of the matching result may
be incomplete.

A related issue in this context is the equivalence of realised performance across
nodes. If the configuration of nodes is not directly equivalent, this will be in
doubt. Even if this is the case, other factors such as environmental or human
factors may conspire to create significant differences in realised performance.
It is this realised performance, as opposed to theoretical performance, which is
important under operational conditions. An equivalence of realised
performance across nodes is therefore somewhat important if we are to make
assumptions around the efficacy of biometric matching transactions.

Assumptions

There are certain assumptions which we might usefully dispel at this juncture.
Firstly, the assumption that a positive biometric match proves you are who you
claim to be is clearly wrong. It proves nothing of the sort. Secondly, a positive
biometric match does not necessarily prove that the two sets of information
originate from the same source. Neither does a negative match prove that they
do not. It is all relative. Consequently, we need to understand the parameters
which might cause either variability of the match itself, or errors in our
interpretation of a matching transaction. Only then may we assign a reasonable
level of confidence as to the biometric matching process. If our confidence in
the process is misjudged, the result may be anything between an undetected
fraud or an inappropriate denial of service.

The simple message here is that biometrics do not constitute a ‘magic bullet’
for identity verification or identity management, but rather an enhancement
for other such processes. These processes must in themselves be robust if we
are to realise the benefits of employing biometric identity verification as an
additional layer. Most will understand this point as plain common sense, but it
is easy to become a little confused by the assumptions often made about
biometrics and their practical operation.

Second factor identification for forensic purposes

From a forensic perspective, there may be value in recognising a biometric as a
second factor identifier in relation to important transactions. For example, if
access control to certain applications or functions requires biometric identity
verification as a second factor, then we may entertain an increased confidence
as to the identity of the individual undertaking the transaction, at least in
comparison with passwords. In this context, much will depend upon the
enrolment process. In the case of an entirely in-house system, we may
understand this process very well and ensure that an appropriate degree of
rigour for our purposes is employed. If external parties are involved, then we
will have less visibility of this enrolment process and no direct control over it.
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This may affect our level of confidence in the results of a biometric match.
Similarly, with system configuration. Depending upon precisely where the
match takes place, it may be within a directory system which is not within our
immediate architecture and therefore not under our control. Nevertheless, if
we understand these factors of potential variability, the fact that a biometric
match has been associated with a specific transaction may enhance our
confidence in a forensic trail. Certainly, one might envisage a range of
applications wherein such a facility could prove particularly worthwhile.

In this respect, we are perhaps entering the realms of infrastructure design and
configuration in order to support forensics. This is no bad thing as there is
much in the way of business intelligence that might be wrought from such an
infrastructure, thereby providing value beyond that of after-the-event
forensics. Factors such as system usage patterns and the ability to
automatically detect an unusual occurrence or a deviation from accepted
practice, might easily be engineered into such an infrastructure. It may also be
that existing forensic tools enable us to detect whether a biometric template
has been tampered with or replaced within a database, thus reinforcing, in a
somewhat circular manner, the potential benefits of employing biometric
identity verification within secure applications. This area might benefit from
some specific research into the architecture of contemporary biometric systems
and how they are typically integrated into broader applications. There is an
additional human element to this, and such research might usefully feed into
The Biometric Constitution, as deposited at http://biometrics.zzl.org  Indeed,
there are many potential avenues of thought which might suggest and support
new research in this area.

Infrastructure forensics

Another aspect which might prove interesting is the forensic examination of
the infrastructure supporting biometric identity verification transactions. For
example, where is the matching ‘engine’ located? What algorithm has been
used? How has the matching threshold been set? How secure is the
communications channel between the capture device, the matching engine, the
transaction database and the user interface? Can we guarantee a tamper-proof
end to end environment, including the interface between the biometric match
result and the host application? Within a complex system, there may be quite a
lot to unravel in this context, especially where the biometric element has been
retrofitted to an existing application environment. The biometric messaging
may be of additional interest. Are we simply injecting a fail / pass tag into an
existing process? If so, can this be spoofed? What mechanisms exist to guard
against such an eventuality?

We might usefully construct a biometric identity verification architecture
diagram, complete with data-flows, protocols used, points of presence and so
forth, in order to understand and develop a secure underlying architecture.
With such an architecture in place, we shall be in a better position to
understand the relevance of biometrics from a forensic perspective. This whole
area might benefit from some targeted research in order to produce some new
ideas in this context. It might also serve to inform existing forensic tool
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suppliers with respect to biometrics and their forensic footprints across
networks of all persuasions.

Conclusion

It is not clear to what extent the use of biometrics has been absorbed into the
traditional IT forensics world. No doubt there is a certain amount of ‘business
as usual’ involved and yet, biometrics do introduce some additional challenges,
both from an infrastructure, process and operations perspective. Knowing
what a biometric matching transaction looks like and how the result is used
within host applications might prove worthwhile when reconstructing a chain
of events in an area which utilises this technology. Similarly, understanding the
lower level architectural details inherent in such an infrastructure would be
useful. There may even be an interesting application for biometrics within the
forensic function itself, perhaps for access to relevant tools, releasing keys,
signing a forensic snapshot or something similar. For forensic professionals, it
may be interesting to experiment with one or two COTS biometric products
and get a feel for this technology.

I have stressed within this paper the desirability of some additional research in
this area, perhaps at university level or within the forensics industry, in order
to further explore this area. There are many potential angles. The flow of
biometrics across networks, including wireless. The legal implications of
conclusions drawn from biometric transaction data. Maintaining an
equivalence of realised performance across operational nodes. Spoofing a
biometric transaction (not necessarily by impersonation). Assumptions around
multi-modal biometrics. Potential pitfalls in enrolment procedures. And many
others. There are some precedents and starting points and resulting research
may easily be made available on a broader scale, such as via the Biometric
Research web site for example. Such a development would be of value to the
biometrics community as well as the forensic community, perhaps leading to
better future products and, at the very least, a better understanding of the
technology. The recent book “A Guide to Biometrics for Large Scale Systems”
published by Springer, offers a good grounding into relevant topics and might
serve to inform such research.

The use of biometrics within everyday transactions may well become more
prevalent within coming years. In such a case, the presence of biometric
matching transactions and resulting data will become more widespread within
the forensic landscape. It is surely pertinent that the forensics community
understands the implications of such developments. It may be a small matter
within the broader scheme of things. But small things sometimes become
important beyond expectations, especially when combined with other factors.
This might be a very interesting area for someone to take a closer look at.
Furthermore, the time might be right to inject a little alternative thinking into
the biometrics arena, especially with respect to secure architectures and
associated configuration.
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